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Which medical speciality does this relate to?

TINEA PEDIS, or ATHLETE'S FOOT, is a very 
common fungal skin infection of the foot. It often 
first appears between the toes. It can be a one-time 
occurrence or it can be chronic. The fungus, known 
as Trichophyton, thrives under warm, damp 
conditions so people whose feet sweat a great deal 
are more susceptible. It is easily transmitted in 
showers and pool walkways. Those people with 
immunosuppressive conditions, such as diabetes 
mellitus, are also more susceptible to athlete's foot.

Neurology

Podiatry

Nephrology
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Case study: Sentiment analysis

• Words that you might find in typical reviews 
• wow, great, Bravo! 
• boring, lame, worst
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Classifier = Function on input data

• f (          )      {      ,        ,      } 

• g(               )       { +1 , -1 }
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Decision Boundaries

• Classification function is 
represented by decision 
surfaces 

• How do you find them?

?

Unlabeled data

X2
Class B
Class A

X1
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Choosing a Decision Boundary

• Red +/- : Training data 
• Black +/- : Test data 

• Data overfitting: Decision 
boundary learned over 
training data doesn’t 
generalize to test data
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Linear Boundaries

• Easy to find 
• Easy to evaluate 
• More generalizable: 

“Occam’s razor”
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Finding a Linear Boundary

• Find the linear boundary = Find w 
• Many methods 

• Perceptron 
• Linear Discriminative Analysis 
• Linear least squares 
• … 

• Problem: If linearly separable, then 
infinite number of linear boundaries!
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• What is a reasonable 
boundary? 

• Support Vector Machines are 
maximum-margin classifiers 

• How do you find it?
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Support Vector Machines (SVM)

• SVMs are linear classifiers that find a hyperplane to separate 
two classes of data: positive and negative 

• Given training data (x1, y1), (x2, y2), … ; where xi = (x1,x2,
…,xn) is instance vector and yi is one of {-1, +1} 

• SVM finds a linear function w (weight vector)
f(xi) = < w . xi > + b

if f(xi) ≥ 0, yi = +1; else yi = -1
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SVM: Multi-class classification

• SVMs work only for binary classification problems 

• What about three classes? 

f(xi) = < w . xi > + b
if f(xi) ≥ 0, yi = +1; else yi = -1
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SVM: Multi-class classification

• One vs Rest 
•         vs.  
•         vs. 
•         vs.
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SVM: Multi-class classification

• One vs Rest 
•         vs.  
•         vs. 
•         vs. 

• n-class SVM has n classifiers
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SVM: Multi-class classification

• One vs One 
•         vs.  
•         vs. 
•         vs.
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SVM: Multi-class classification

d2
d3

d1

d4
d6

d5 d17

d10

d15

d11 d12

d9

d19
d18

d8

d7

d13

d14

d16

d20 d21
• One vs One 

•         vs.  
•         vs. 
•         vs. 

• n-class SVM has C(n,2) 
classifiers
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SVM Parameters (1): Parameter C

• Regularization: How much importance should you give individual 
data points as compared to better generalized model 

• Regularization parameter c 
• Larger values of c = less regularization 

• Fit training data as well as possible, every data point important 
•  Smaller values of c = more regularization 

• More tolerant to errors on individual data points 
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SVM Parameters (2): Other params

• Linear kernels usually work best for text data 
• Other kernels include rbf, polynomial 

• multi_class: ovr (one-vs-rest) 
• class_weight: Different classes can get different weights
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Take Home Messages

• Support Vector Machines tend to be the most accurate classifiers, 
especially in high-dimensional data 

• Strong theoretical foundation 
• Handles only numeric features 
• Convert categorical features to numeric features 
• Normalization 

• Hyperplane hard to interpret




